A controlled empirical evaluation of a requirements abstraction model

Tony Gorschek a,*, Mikael Svahnberg a, Andreas Borg b, AnnaBella Loconsole c, Jürgen Börstler c, Kristian Sandahl b, Magnus Eriksson d

a Department of Systems and Software Engineering, School of Engineering, Blekinge Institute of Technology, P. O. Box 520, S-372 25 Ronneby, Sweden
b Department of Computer and Information Science, Linköping University, S-581 83 Linköping, Sweden
c Department of Computing Science, Umeå University, S-901 87 Umeå, Sweden
d Land Systems Hägglunds AB, S-891 82 Örnsköldsvik, Sweden

Received 22 September 2005; received in revised form 7 September 2006; accepted 22 September 2006
Available online 7 November 2006

Abstract

Requirement engineers in industry are faced with the complexity of handling large amounts of requirements as development moves from traditional bespoke projects towards market-driven development. There is a need for usable and useful models that recognize this reality and support the engineers in a continuous effort of choosing which requirements to accept and which to dismiss in hand using the goals and product strategies put forward by management. This paper presents an evaluation of such a model that is built based on needs identified in industry. The evaluation’s primary goal is to test the model’s usability and usefulness in a lab environment prior to large scale industry piloting, and is a part of a large technology transfer effort. The evaluation uses 179 subjects from three different Swedish Universities, which is a large portion of the university students educated in requirements engineering in Sweden during 2004 and 2005. The results provide a strong indication that the model is indeed both useful and usable and ready for industry trials.

Keywords: Requirements engineering; Requirements abstraction; Empirical evaluation; Requirements abstraction model; Pre-pilot validation

1. Introduction

Requirements Engineering (RE) more and more transcends project boundaries as market-driven product development is becoming increasingly commonplace in software industry [2,21,22]. Central activities in RE are performed pre-project as a part of for example the product management activities since the requirements flow is continuous and not limited to a specific development instance [10,25].

In this environment requirements come from several sources both internal (e.g., developers, marketing, sales, support personnel, bug reports etc.) and external (e.g., users, customers and competitors, often gathered via surveys, interviews, focus groups, competitor analysis etc.) [12,15,16]. Large volumes of requirements from multiple sources risk overloading companies unless they can handle incoming requirements in a structured way, dismissing some and refining others prior to allocating them to a development instance [23]. In addition to the volume, the requirements themselves are of varying quality, state of refinement, and level of abstraction. In traditional bespoke development (customer-developer) [22] a requirements engineer can actively elicit requirements and thus hope to control or at least substantially influence these aspects. In a market-driven situation this is seldom the case. Most requirements are already stated in one way or another when they reach the requirements engineer (e.g., a product manager). The knowledge and experience of the developing
organization, of which the requirements engineer in this case is instrumental, is central to making sense of the requirements as they are processed [5].

Many requirements engineering best-practices, frameworks, and tools are adapted to suit a bespoke environment with traditional, project focused, customer-developer relationships. There is a need for the development and evaluation of RE practices and models that support professionals working with product planning and development (e.g., product managers) in a market-driven environment.

This paper presents an evaluation of some key aspects of such a model, the Requirements Abstraction Model (RAM). RAM was developed as a response to needs identified in industry during process improvement conducted in cooperation with Danaher Motion Säro AB and ABB Automation Technology Products [6,7]. The Requirements Abstraction Model is designed towards a product perspective, supporting a continuous requirement engineering effort. It can handle large quantities of requirements of varying degrees of detail and offers a structure and process for the work-up of these requirements (see Section 2.1). The main purpose of the evaluation in this paper is to assess the usefulness and usability of RAM in a controlled environment prior to widespread industry piloting. This is achieved by evaluating the following two aspects of the model. First, by using the model, engineers should be able to get an overview of an entire product by studying relatively few top level requirements. Second, engineers should be able to utilize the concepts of requirements abstraction as they decide whether new incoming requirements are in-line with product goals and strategies. This supports the need to handle large amounts of requirements continuously as they come in to an organization from various sources like market analysis, end-customers and sub-contractors by offering fast triage against the organizations strategies. The triage is performed early in the product management process as a prelude to the refinement and eventual prioritization and selection of requirements for implementation in projects, making it possible to dismiss requirements early prior to investing effort in to detailed analysis. This also alleviates the risk of requirements overload, a major risk in market-driven requirements engineering [4,10,23]. These aspects are further detailed as problem statements in Section 2.2.

Prior to describing the actual study and results a short introduction to RAM is given in order to increase the understanding of the rationale behind the evaluation. Therefore Section 2 gives an overview of RAM, the problem statement used in this evaluation, and related work. Section 3 details the planning, context, and overall design of the evaluation along with a sub-section detailing validity issues. The research questions are formally stated in Section 4, and the operation (execution) of the evaluation is detailed in Section 5. Section 6 presents the results and analysis with the help of descriptive statistics. Section 7 is devoted to revisiting the research questions and discussing them explicitly based on the results and the analysis. In Section 8 conclusions and plans for further work are presented.

2. Background and related work

This section gives a short description of RAM and related work regarding the concepts of abstraction in relation to RE work. For reasons of brevity details not central for the evaluation presented in this paper have been left out. For details, please see Gorschek and Wohlin [8].

2.1. The requirements abstraction model

RAM is a hierarchical requirements abstraction model and a method for working with this model based on the concept that requirements come on several levels of abstraction. Instead of flattening all requirements to one abstraction level RAM uses the varying abstractions of requirements, and orders the requirements hierarchically according to abstraction level. Fig. 1 shows four abstraction levels; Product Level, Feature Level, Function Level, and Component Level. The Product Level is the most abstract level and requirements here are considered abstract enough to be comparable to product strategies, and indirectly to organizational strategies. In the context of RAM, product strategies are rules, long and short-term goals, road-maps, visions pertaining to a product specified by management etc. Going down to Feature and Function Level the requirements become concrete enough to be used for estimations and as input to development.

Brieﬂy, the process followed with RAM is that when requirements arrive they are placed and speciﬁed on an appropriate level by comparing the new requirement with the existing requirements base (i.e., example-driven placement). This means that the current mass of requirements is used as decision support material for the inclusion, exclusion, and placement of new requirements. Following this all requirements go through work-up. Work-up entails abstracting low-level requirements up to Product Level and breaking down high-level requirements to Function Level. This is done by creating new requirements in the levels above and below and linking them to the original requirement. Fig. 1 gives an example of this. The original requirement “C:Support for multiple languages” (placed on Feature Level) is abstracted to the Product Level through the creation of a new work-up requirement “Usability internationally”, and broken down to the Function Level where three new work-up requirements are created as a part of the breakdown. In some cases requirements already present can be used for abstraction. As an example, in Fig. 1, a new requirement stating “C:Support imperial units” could be placed on the Feature Level and linked directly to “Usability internationally” as imperial units are used in Great Britain and the US in addition to SI units (metric system). In this case no new requirement has to be created on the Product Level and the new requirement can be linked to an already existing one.

During the work-up process the original requirement is compared to product strategies. This offers decision support regarding whether the requirement should be specified,
refined, and kept in the repository, or whether the requirement should be dismissed. For example, let us assume that “Usability internationally” was not accepted since company wanted to limit the product market to the Scandinavian market. In this case “Usability internationally” would be “Usability in Scandinavia”, and the new requirement “C: Support imperial units” would be dismissed as only SI units are used in Scandinavia. In other words, the product level ultimately decides whether to include a requirement or not, since all requirements are directly linked to this level. If the new requirement is not supported, this may indicate that a new product level requirement needs to be created.

The break-down of the requirements stops on Function Level where the requirements are not perfect, but good enough to be used as decision support for estimation and risk analysis and as input to project(s) for realization. The Component Level is not mandatory in the model, and only exists since requirements in some instances are delivered in a very detailed form, and these requirements also need to be handled (i.e., specified and abstracted to assure that they are in line with the overall goals and strategies). In the example presented in Fig. 1, the Component Level requirement acts as extra information on a detailed technical level. For example, the interface has to be adapted to pictograms for the Chinese language. In this case, the Component Level sets a restriction that will accompany the requirements into development.

The features of using RAM can be summarized as follows:

(I) All requirements are compared to the product strategies, offering an assurance that requirements do not violate the overall goals set by management. This offers the possibility to dismiss requirements early in the process, freeing resources to work on and refine relevant requirements that are in line with the product strategies.

(II) All requirements are broken down to an abstraction level where they are good-enough for initiating a development effort (project(s)). This assures that projects get good-enough requirements to base their development efforts on (e.g., testable and unambiguous [13]).

(III) Work-up of a requirement means that additional requirements may have to be created in order to get a connection to the uppermost level. For example, if an incoming new requirement is placed on the Function Level and no appropriate requirement exists on the Feature Level, a new one has to be created. This Feature Level requirement in turn needs to be linked to the Product Level. This ensures that it is possible to follow a requirement through abstraction levels and assure that there is an explicit connection upwards to product strategies. In the same way every requirement is broken down to a level good-enough to serve as a basis for project initiation (i.e., Function Level). Requirements within a certain abstraction level are homogenous enough to be comparable with each other, which is a prerequisite for effective release planning and prioritization.

(IV) All requirements can be followed through several levels of abstraction giving a richer understanding of each requirement, and thus better decision support can be obtained for all professionals, from management to developers. Managers can for example study the most abstract levels and get a quick overview of the system, while developers can choose a more detailed view but still have an explicit connection to the overall goals of the product, since detailed requirements are connected upwards through the levels.

Fig. 1. RAM abstraction levels and example of work-up.
As an initial step in preparing RAM for industry use some of the underlying concepts of the model need to be evaluated in a laboratory setting. This is elaborated in Section 2.2.

2.2. Problem statement

The usefulness and the usability of RAM depend on several concepts that need to be assessed. The ones studied in this controlled evaluation are summarized below in two main parts.

(Part I) Top level (Product Level) requirements should be used to ascertain whether a new incoming requirement is in line with product strategies or not, acting as decision support for acceptance or early dismissal of a new requirement. Product Level requirements should therefore convey an overview (“big-picture”) of the product (i.e., Product Level requirements should summarize and represent a considerable amount of requirements on lower levels). In Part I, we evaluate whether abstract Product Level requirements are general enough to summarize several requirements on lower levels, but still concrete enough so that it is possible to determine if they represent the product or not. If this is the case, Product Level requirements can be used to convey the aforementioned big-picture product overview.

(Part II) In Part II, we evaluate whether it is possible in practice, with relatively few abstract top-level requirements, to understand what features and attributes a product should and should not consist of. As new requirements come in it should be possible to:

– dismiss or accept a particular requirement using product strategies (explicitly expressed as Product Level requirements in this evaluation), and
– place the requirement on an appropriate level of abstraction using already present requirements on each level as indication of where the new requirement should be placed.

The usability of the model depends on these two points and thus the utilization of requirements abstraction. Requirements abstraction means that it should be possible to use relatively few abstract Product Level requirements to derive decisions across the entire requirements hierarchy with respect to inclusion or exclusion of new requirements. In addition, the ability to place new requirements on an appropriate level using already present requirements as decision support keeps the levels homogenous, i.e., requirements can be easily compared within the same abstraction level. The ability to place requirements in the model also preserves model consistency over time.

The controlled evaluation of RAM presented in this paper is centered on the aspects described in Part I and Part II, and they are stated formally as research questions in Section 4. In this study, we use software engineering and computer science students from three universities (i.e., Blekinge Institute of Technology, Linköping University, and Umeå University). This totals 179 participants from four different education programs, which is a large portion of the university students educated in requirements engineering in Sweden during 2004 and 2005.

2.3. Related work

The realization that requirements are often specified on different levels of abstraction and in varying stages of refinement has been recognized by others in both industry and academia [9,23]. We have confirmed this during process assessment and improvement efforts conducted at both Danaher Motion Särö AB and ABB Automation Technology Products [5].

Requirements on different levels of abstraction and at varying levels of refinement are considered by some as crucial input to the development in order to get a better understanding of what should be developed and why [23]. The basic notion is that both the abstract (long-term overview) and the detailed (giving context and the short term-view) are important [17,18], and the two used in combinations offer a better understanding.

The field of goal based requirements engineering (see [1,3,11]) is focused on the elicitation of goals intended to become requirements at some point, i.e., working from the top down. For example, Wiegers [24] and Lauesen [14] describe that requirements can be of different types pertaining to what they should be used for. This corresponds to the industry view of dividing requirements of different types into separate documents, from goal-like (abstract natural language formulations [19]) to technical design-like specifications. The focus is on that requirements are specified on different abstraction levels depending on usage, e.g., project type.

RAM is designed to operate in a market-driven product centered development environment. The volume of requirements that needs to be handled makes initial screening important in order to decrease the risk of work overload in the evaluation and realization process [23]. RAM is intended to utilize abstraction in a somewhat similar way to what Wiegers and Lauesen describe. It gathers all requirements for a product in one repository where requirements are linked between levels of abstraction. This makes it possible to perform fast screening and dismissal of requirements not in line with product strategies.

The requirements work is performed by the product management organization, using RAM independently in a continuous RE effort designed for long term product development. Projects that realize requirements are a result of the work conducted, i.e., RE activities using RAM are not project initiated, but rather initiates projects as needed. This entails handling a large and steady stream of requirements continuously before any commitment or plan exists for realization of them. Early screening of requirements (comparing to product strategies) is
only one part, another is the need to select requirements for realization in projects. Having requirements on different homogenous abstraction levels enables comparisons, prioritization, and planning on each level. This facilitates for product management to perform early screening and selection of requirements. This differs from e.g., Wiegers and Lauesen who focus more on requirements engineering in relation to projects.

3. Planning of the evaluation

In this section, we describe the overall parameters for the evaluation. These parameters are common for all parts of the study and research questions described in Section 4.

3.1. Context

The study is conducted in an academic setting, with the help of graduate and undergraduate students at Blekinge Institute of Technology, Linköping University and Umeå University. The evaluation was conducted as an exercise in different courses at the universities.

The intended target audience for RAM, however, is product managers with several years of experience in a specific domain and of a specific product. In the study, the subjects have no training on RAM, possess limited domain knowledge, are under time pressure, and have not seen the requirements before. There is thus a considerable gap between the intended target group and the sample used in this study. The subjects in our study can be expected to adopt a more surface oriented approach to the problem than product managers. We argue that this works to our advantage, since any effects that we measure are likely to stem from the instrumentation and the use of RAM, rather than previous experiences of the participants in the study.

If RAM proves to be usable in the study, it would indicate that the model is able to decrease the dependency on individual persons’ experience, knowledge, and methodology.

3.2. Subjects

As mentioned, the participants in the evaluation are software engineering or computer science students at the three participating universities. This group consists of graduate and undergraduate students. Some of the participants are international students, the rest are Swedish. The subjects have an average of 0.51 years of industrial experience, and consider themselves between novices and of moderate experience regarding requirements engineering, and between “moderate” to “skilled” in English.

Prior to the controlled evaluation presented in this paper two test rounds and one live round were performed. An initial version of the study was constructed and assessed with the help of colleagues at Blekinge Institute of Technology. Based on the experience from this test round, the study package was revised. Specifically, it was reduced in size and the questionnaires were changed to provide a closed set of possible motivations, to facilitate analysis. This revised study package was then assessed a second time with participants from a network of Swedish requirements engineering researchers, SiRENE1. After this, the controlled evaluation was performed live with participation of Software Engineering Master’s students at Blekinge Institute of Technology. The exact same study package was then distributed to colleagues within the SiRENE network in order for the controlled evaluation to be executed at their respective university.

The controlled evaluation consists of four parts, all run consecutively without any breaks between. The first part is a preparatory lecture where RAM and the concept of a hierarchical requirements specification are introduced, together with a presentation of the study and the research instruments. The remaining three parts of the controlled evaluation, further described in Section 4, consists of material and questionnaires to answer the research questions. All participants are given the same instrumentation, the same treatment, and the same questionnaires to answer. The study is estimated, after the pilot tests, to take a maximum of 3 h if no breaks are allowed.

3.4. Instrumentation

The instrumentation consists of three different questionnaires, further described in Section 4, and a requirements specification. This requirements specification details an intranet solution for a course management system. The system contains features such as news (information) in courses, file archives for courses, course calendars, course discussion forums, and management of course participants. The requirements specification is based on a 16,000 person-hour students’ project. From this project different features have been added and removed to generate a requirements specification of adequate size. None of the subjects had any knowledge of this actual student project, although they are all familiar with this particular type of system. The requirements are constructed to be of moderate to good quality based on the authors’ experience as software engineers and requirements engineers as well as requirements engineering researchers. This was confirmed through the two test rounds. To ensure that the requirements specification represents a complete system of adequate size (we estimate that it would take 15,000 person–hours or more to develop the system) and still be small enough to be usable in the evaluation (i.e., 120 requirements in total) many of the more detailed requirements have been omitted.

The requirements specification is structured hierarchically into four levels, denoted Product (containing 9.6% of the requirements), Feature (19.1%), Function (59.6%), and

1 http://www.siren.lth.se/
Component level (11.7%). The levels are further discussed in Section 2.1. Each requirement contains the fields Id (a unique number where also the abstraction level can be discerned), Title (title of the requirement), Description (the actual requirement), Rationale (an explanation of the need for the requirement), Restrictions (any risks or restrictions on the requirement), Relations to (id and title of requirements that this requirement is related to), and Relations from (id and title of requirements that link to this requirement). The requirements are listed in tabular form as the example in Fig. 2 illustrates. In this figure we see a selection of requirements on all levels, starting with two product level requirements, two feature level requirements, four function level requirements, and two component level requirements. Each requirement contains the aforementioned fields.

3.5. Validity evaluation

The validity of the study is divided into four areas: conclusion validity, internal validity, construct validity, and external validity. Below we discuss these in further detail. More information about possible threats to studies can be found in Wohlin et al. [26] and Robson [20].

### 3.5. Conclusion validity

To ensure that the research instruments, including the posed questions, are of a good quality, two separate test rounds with the material, using requirements and software engineering researchers, have been executed before the “live” rounds (i.e., the studies at Blekinge Institute of Technology, Linköping University and Umeå University). Moreover, all participants received the same introductory lecture, were given the same material in the same order, and received the same additional instructions. It is thus unlikely that the instrumentation and the implementation of the treatment influence the results unduly. That being said, since we use the answers of human subjects the gathered measures are of course not 100% repeatable.

### 3.5.2. Internal validity

The participants may mature during the study. Specifically, this concerns their understanding of the requirements specification and how to read it. This means that the accuracy of the participants’ answers may improve as they answer more questions. In effect, as the study progresses the participants’ familiarity with the domain and the requirements specification becomes more and more alike the intended target group.

![Fig. 2. Example of requirements representation.](image-url)
The instrumentation (i.e., the requirements specification described in Section 3.4 and the related artifacts described in Section 4) is designed to be of moderate to good quality to mimic the situation for the intended target group and should not influence the participants unduly. Moreover, to ensure that the participants answer in accordance with the research instruments and not according to their understanding of the domain of the system, we have intentionally left out some specific features that commonly occur in the domain, such as using standard USENET news clients, import and export users and data to other systems, and synchronization of calendars with handheld devices. All of the product statements and candidate requirements used in part I and II of the study (further detailed in Section 4) are common in the domain, and the course management systems that the students are in daily contact with have features equivalent to the product statements and candidate requirements. This ensures that the students provide a motivation for their answers based on RAM and the provided requirements specification and not according to their domain understanding or their opinion.

The motivation of the subjects may vary considerably, since they are students and do not have any real interest in the product. This may actually speak in favor of the study, since there is less incentive for the participants to perform well.

3.5.3. Construct validity

Since we are using a single requirements specification in this study, there is a risk of mono-operation bias, i.e., there is a risk that our choice of system and domain influence the results more than the method for working with the requirements specification that we wish to evaluate. As mentioned above, by intentionally leaving out commonly occurring features in the domain from the requirements specification we at least ensure that the participants follow the prescribed method and that we can detect if they do not.

We make no secret of the hypotheses in this study. Since there is only one treatment the only way the participants can influence the result is by deliberately answering wrong. This increases the risk that the evaluated methodology is deemed to be less useful than it is, which means that we may err on the cautious side when analyzing the results.

To avoid the risk that the wording of the questions may provide hints as to what the answer is, the questions in the questionnaires are formulated in a standard way. This is further described in Section 4.

3.5.4. External validity

To ensure the external validity and the ability to generalize the results, we use a requirements specification for a relatively large system in a fairly mature domain.

As discussed in Section 3.1, the knowledge and experience of the participants is less than that of the target audience (e.g., product managers in industry). To reduce this gap, we use a system from a domain that is familiar to the subjects. The target audience would also have training in using RAM and specifying requirements according to RAM, which the study participants do not have. In this study, we only focus on a few key aspects of RAM, and thus a complete training of RAM is not necessary. We also argue that more experience, knowledge, and training should not negatively impact the ability to work with RAM. In other words, any positive effects detectable in this study should be transferable to the target audience.

In the same way, it is our belief that a hierarchical requirements specification works best when used with a software tool. In this study we use paper printouts which may impact the readability and the ease by which the participants may access the information. Hence, also here any positive effects are transferable to the target audience and the target environment.

Moreover, we use subjects from three different universities, with different backgrounds, corresponding to a large portion of the software engineering and computer science students educated in requirements engineering in Sweden during 2004 and 2005.

4. Research questions

The study is divided into three parts, with research questions attached to each part. Part I and II directly correspond to the problem statement posed in Section 2.2 and concern the evaluation of RAM. Part III is a post-test designed to gather information about the subjects to ascertain if and how their background influences the results of the study.

4.1. Part I

(Research Question 1)

Given a requirements specification ordered hierarchically according to the level of abstraction of the requirements, to what extent do the top-level (most abstract requirements) connect to the rest of the requirements?

(Test)

This research question is evaluated by:

(a) Removing the most abstract requirements (Product Level) from the requirements specification.
(b) Presenting the Product Level requirements as statements about the product.
(c) Asking the subjects to determine whether each statement is supported by the remaining requirements specification, and in particular which of the requirements on the lower level in the requirements specification that supports the statement.

(Collected metrics)

The questionnaire for this part of the study collects metrics on:

(1) Whether or not the participants consider the statement supported by the requirements specification as a defining factor of the system.
(2) Which feature requirements (if any) the participants think support the statement (we use this during the analysis of metric 1, since this motivates the participants’ answers).

(3) How deep (i.e., to which abstraction level) the participants had to look in the requirements specification to reach a decision.

(4) Time to complete part I.

(Design)
The subjects are presented with 12 statements of which 7 should be included according to the study design. For each of these statements the subjects shall answer whether the statement is supported by the other requirements (on lower abstraction levels), and motivate their answer by linking the statement to one or several requirements. Being able to correctly connect the statements to the rest of the requirements would indicate that there is a strong connection between the Product Level requirements and the rest of the specification. In addition, the subjects are asked to answer how deep they had to look into the requirements specification to reach their decision.

(Comment)
This research question evaluates whether the linking of abstract top-level requirements to more detailed ones (Feature Level and down) is possible (i.e., whether it is possible to determine if an abstract statement is in line with the product or not). If this is the case, and if the abstract Product Level requirements are able to summarize lower level requirements, they can be used to get a big-picture product overview.

4.2. Part II

(Research Question 2)
Given a requirements specification ordered hierarchically according to the level of abstraction of the requirements, to what extent is it possible to determine if new requirements should be included in the requirements specification based on the limits set by Product Level requirements?

(Research Question 3)
Given a requirements specification ordered hierarchically according to the level of abstraction of the requirements, to what extent is it possible to determine at what level of abstraction a new requirement shall be inserted?

(Test)
We evaluate these questions by:

(a) Presenting the requirements specification in its entirety, i.e., all four abstraction levels.
(b) Providing a number of new candidate requirements, and for each of these asking the participants to determine:
   • on what abstraction level this candidate requirement fits, and
   • if it should be included or not in the system based on the already present requirements in the specification (governed by the top-level Product Requirements).

(Collected metrics)
The questionnaire for this part of the study collects metrics on:

(1) Whether the participants are able to decide (with a plausible motivation) whether to include each requirement or not.
(2) Whether the participants are able to place (with a plausible motivation) the requirement on a specific abstraction level.
(3) Whether the participants are able to link each candidate requirement to the existing requirements in the requirements specification. These links serve as a motivation for why a requirement should be included or not.
(4) The reasons the participants give as motivation when a requirement should not be included.
(5) Time to complete part II.

(Design)
The participants are presented with 10 candidate requirements of which 5 should be included according to the study design. The participants have the choice of placing each candidate requirement on Feature, Function or Component Level. Product Level is not offered as an alternative as these requirements are considered locked for the sake of the study. Subsequent to placing the requirement on a certain abstraction level the participants are asked to decide whether it should be included in the system or not, and to motivate their decision. If they choose to include the candidate requirement, it should be linked to the existing requirements on the abstraction level above by giving a direct or indirect link to one or several Product Level requirements. If they choose not to include the candidate requirement the participants are asked to motivate why, using the categories “Not supported by Product Level”, “Undeterminable Level”, “Cannot be linked to requirements on the level above”, “Contradicts another requirement”, “Unclear requirement”, and “Other.”

4.3. Part III

(Research Question 4)
What is the background of the participants in the study?

(Research Question 5)
Does the participants’ background substantially influence the results of Part I and II?

(Test)
Post-test questionnaire with a number of subjective assessment questions.

(Collected metrics)
For each of the participants we gather the following information:

(1) Years in software engineering curriculum.
(2) Number of study points.
(3) Years of industrial experience in software engineering.
(4) English skills (rated: Novice, Moderate, Skilled, and Expert).
(5) Requirements engineering skills (rated: None, Novice, Moderate, Skilled, and Expert).

Assessment of domain understanding before and after the evaluation.
Assessment of ease of understanding and use of: abstraction levels, placement and work-up, RAM, and requirements representation.

5. Operation

5.1. Preparation

The subjects were not aware of the aspects that we intended to study, and were not given any information regarding research questions in advance. They were aware that it was a controlled evaluation in the area of requirements engineering. The evaluation ran over a period of 3 h, and all of the subjects were seated in the same room.

Introduction to the study was given during these 3 h in the form of a brief slide show presentation. In this presentation some basic concepts of RAM were shown pertaining to abstraction and levels, how the requirements are connected, etc. The focus of the presentation was put on presenting the instrumentation which consisted of:

• Purpose, i.e., evaluate RAM according to Part I and Part II (as seen in Section 2.2 and Section 4).
• Requirements specification (ordered hierarchically and with connections between the requirements across levels).
• The questionnaires used to gather the results, and how they should be interpreted.

In addition to this it was made very clear to the subjects that the requirements already present in the requirements specification (RAM) should govern their answers, i.e., the statements provided as a part of the questionnaire for Part I should be accepted or dismissed with regards to the requirements present in the specification, and not according to what the individual subjects “thought” or “wanted”. For Part II, the same general principle was emphasized. The placement of new candidate requirements on appropriate abstraction levels was to be example driven, using the requirements already present in the specification as “good examples”. The decision to accept a new candidate requirement into the product or dismiss it should be governed by the Product Level requirements and the ability to link the candidate requirement to them directly or indirectly.

5.2. Execution

At each university, the evaluation was executed in one day over a 4 h session (3 h plus one additional hour if some students should need extra time). The requirements specification used in the first part of the evaluation was handed out at the start of the presentation, to give the participants a chance to familiarize themselves with the format. After the presentation, the questionnaire for the first part was handed out. As the participants completed the first part, they brought the questionnaire and the requirements specification to the front of the room where they were given the material for part two (a new questionnaire and the complete requirements specification). The start time and delivery time was noted on the questionnaire. As part two was completed the participants were given the last part of the study to complete, after which they were allowed to leave the room. No breaks were allowed during this time. The mean and median times to complete Part I and Part II were around 30 min, the shortest times spent on each part were around 15 min and the longest were 50 min for Part I and 1 h for Part II. After 3 h all subjects were finished and had handed in all material. All subjects completed all parts of the study.

6. Results and analysis

As a first step in presenting and analyzing the collected data we use descriptive statistics to visualize the results, presented for each part (Part I and Part II). The results are then analyzed and a summary for each analysis step is presented. In Section 7 the research questions are revisited with the help of the analysis results.

6.1. Part I

In total 12 statements were given to the subjects, and they had to decide which of these 12 were in accordance with the product. The product was represented by (described by) requirements on Feature, Function and Component Level in the specification. Seven out of the twelve statements were statements designed to be supported by the requirements specification. During the analysis of Part I, we have considered those answers that are in line with the study design and aptly motivated as “correct”. If the answer is in line with the study design but missing a proper motivation (i.e., not linked to acceptable Feature Level requirements) or if the answer is not in line with the study design, the answer is considered “incorrect”.

(Comment)
The purpose of this part is to collect background information on the subjects in order to ascertain whether aspects like language skills, experience etc. influenced the results obtained in Part I and II. Although the subjects are students, their experience and skills often vary considerably, especially since the students are from three different universities, and some of them are international students. The subjects may have several years of industry experience in their background, their English skills may differ, and some have worked in development projects as requirements engineers. Thus, this post-test collects information that is used to describe the subjects in Section 3.2, and serves as a help to understand their answers during analysis.
Table 1 shows the average and median results for all 179 subjects, the number of correct answers (second column), and the depth measured in abstraction levels that the subjects had to use in formulating an answer. The depth is calculated following the levels presented to the subjects in Part I, i.e., 1, Product Level; 2, Feature Level; 3, Function Level; and 4, Component Level.

The subjects’ average is 11.22 correct answers (out of 12 possible) with an average depth of 2.34 (where minimum = 2, maximum = 4). This implies that most subjects were able to use Feature level requirements to render a mostly correct decision regarding the statements.

Table 2 shows the results from Part I but divided by statement instead of subject. For every statement (S1, S2, etc.) the number of correct answers is displayed (maximum is 179 correct answers for every statement). In addition, the average depth for each statement is displayed.

The depth of the investigations in order to render an answer is better illustrated through a histogram, presented in Fig. 3. Looking at the correct answers (black bars) most are centered on a depth of 2 (>73%). Looking at the incorrect answers however, the spread is more pronounced as most subject lie between depth 2 and 3. This implies that in the instances where the subjects gave an incorrect answer they also looked deeper in the specification, i.e., the Feature level was not enough and they had to look at the Function (~26%) or even the Component level (~17%).

Table 3 presents a summary of the answers regarding depth, where N denotes amount of answers (as to what depth was used) for correct and incorrect determinations. The Mann–Whitney test was chosen for the large differences in group size between correct and incorrect, see Table 3, and due to the fact that the data are not normally distributed (the Shapiro–Wilk normality test gives p < 0.0000000001, whereas 0.05 or larger would have indicated a normally distributed data set).

To check the validity of this implication a Mann–Whitney test was performed comparing the two populations (Correct and Incorrect) to check whether this was a coincidence. A significance of 0.000004 was obtained. This indicates that there is a significant difference between the mean values of the two groups, i.e., indicating that the difference between how deep the two populations look in the requirements specification is not a coincidence. An independent sample T-test gave a significance of 0.00006.

The Mann–Whitney test was chosen for the large differences in group size between correct and incorrect, see Table 3, and due to the fact that the data are not normally distributed (the Shapiro–Wilk normality test gives p < 0.0000000001, whereas 0.05 or larger would have indicated a normally distributed data set).

Table 3 presents a summary of the answers regarding depth, where N denotes amount of answers (as to what depth was used) for correct and incorrect determinations. The Mann–Whitney test was chosen for the large differences in group size between correct and incorrect, see Table 3, and due to the fact that the data are not normally distributed (the Shapiro–Wilk normality test gives p < 0.0000000001, whereas 0.05 or larger would have indicated a normally distributed data set).

Summary of Part I
A clear majority of the subjects gave a correct answer regarding the statements, i.e., 93.5% of the answers were correct (2008 correct answers out of 2148 possible). Further, the subjects rendering a correct answer have not looked as deep into the specification (requirements hierarchy) compared to the subjects rendering an incorrect answer. The Feature level (level 2 from the top) was the most used level for correct answers, while both Feature and Function level were used when rendering incorrect answers. This implies that it is possible to relatively quickly make a correct decision regarding whether or not a particular statement is supported by the requirements specification. If there is hesitation (and a need for more information), there is a larger risk to make a mistake. Or to put it in other words, going down several levels might not improve the correctness of an answer.

6.2. Part II
In total the subjects were given 10 new candidate requirements (CRs). For each of the CRs, the subjects were asked to:
1. Place the CR on an appropriate abstraction level and motivate this placement through links to one or several requirements on the abstraction level above. We call this “abstraction level placement”.

2. Decide whether or not to include the CR in the product and indicate with links that the CR is in line with other already present requirements in the specification, or motivate their decision for not including the CR. We call this “include decision”.

The “product” in this case was represented and described through the requirements already present in the hierarchically ordered specification (on four levels: Product, Feature, Function, and Component).

Table 4 gives an overview of the results divided by candidate requirements (CR1, CR2, etc.). The answers are divided into two main categories, visible in the table as Correct and Fail. These two main categories are divided into subcategories, further detailed below. By dividing the main categories into several sub-categories, we are able to further scrutinize the answers. It should be observed that in Part II, the subjects have to provide four things for every CR: abstraction level placement, include decision, and motivations for these two. Hence, an answer can be correct or wrong to different degrees, depending on which parts of the question the subjects manage to complete correctly. These distinctions are important for the analysis and the reason for the sub-categories.

**Correct**
The correct category contains those answers where the subjects have managed to use RAM and the requirements specification in a correct way. This means that the subjects have been able to place the CR on an acceptable abstraction level and motivate this by linking to other requirements, and have also been able to make and adequately motivate an include decision. The correct category is divided into two sub-categories, i.e., correct according to study design and with proper motivation, and correct with proper motivation.

**Table 4**
Summary table showing correct and failed answers

<table>
<thead>
<tr>
<th>Candidate requirement</th>
<th>Correct</th>
<th>Fail</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>According to study design</td>
<td>With proper motivation</td>
</tr>
<tr>
<td>CR1</td>
<td>88</td>
<td>47</td>
</tr>
<tr>
<td>CR2</td>
<td>27</td>
<td>16</td>
</tr>
<tr>
<td>CR3</td>
<td>35</td>
<td>1</td>
</tr>
<tr>
<td>CR4</td>
<td>48</td>
<td>31</td>
</tr>
<tr>
<td>CR5</td>
<td>56</td>
<td>20</td>
</tr>
<tr>
<td>CR6</td>
<td>31</td>
<td>36</td>
</tr>
<tr>
<td>CR7</td>
<td>86</td>
<td>44</td>
</tr>
<tr>
<td>CR8</td>
<td>88</td>
<td>16</td>
</tr>
<tr>
<td>CR9</td>
<td>87</td>
<td>29</td>
</tr>
<tr>
<td>CR10</td>
<td>91</td>
<td>7</td>
</tr>
<tr>
<td>SUM</td>
<td>637</td>
<td>247</td>
</tr>
</tbody>
</table>
Correct according to study design and with proper motivation
This category holds the answers that are exactly as intended during the study design, i.e., the abstraction level placement and the include decision are the same as the study design intended. The motivation is also specified according to study design.

Correct with proper motivation
This category is similar to the category above, but the links used for motivating the answers (i.e., abstraction level placement and include decision) are not always the same as the ones pre-specified during the study design. The links (and motivation for them) stated by the subjects were carefully scrutinized and considered to be acceptable. This implies that the subject either stated links that were not caught during the study design, or that the requirements themselves are possible to interpret differently than what was done in the study design. However, the central issue with the answers in this category is that both the placement of each CR and the corresponding include decision are ok, and the motivation for these decisions (in the form of links or exclusion motivations) are fully acceptable. During the analysis, correct answers missing proper and well motivated links were not given the benefit of the doubt, and were instead put in one of the Fail category.

Summarizing the correct category, 884 answers out of a total of 1790 are correct in that they have acceptable abstraction level placements and include decisions, using acceptable motivations. Of these, 637 answers are entirely according to study design, and an additional 247 use a different but proper motivation.

Fail
The second category, “Fail”, holds all the answers where some aspects of RAM or the hierarchical requirements specification have been misunderstood (or instances where the participants forgot to fill in information), resulting in answers that do not have an acceptable motivation. Within this category there are three sub-categories, in order to detail which aspects have been misunderstood or understood. These three categories, “Include-OK”, “Level-OK”, and “Not-OK”, are further detailed below. It should be stressed again that the analysis has been conducted with the objective of finding as many faults as possible with the answers, and when there has been room for doubt the answer has been placed in the category least favorable for the study (i.e., as far to the right as possible in Table 4).

Fail(Include-OK)
Fail(Include-OK) indicates that the include decision is properly motivated by links, but that the abstraction level placement is not sufficiently motivated (please note that the placement itself may be according to the study design, but if a proper motivation is missing we place the answer in this category). Numbers within parenthesis in this case indicate missing information regarding abstraction level placement. For example in the case of CR2, 42 answers are deemed Fail(Include-OK) and out of these seven answers are missing information regarding abstraction level placement.

Fail(Level-OK)
The next sub-category Fail(Level-OK) is the opposite to Fail(Include-OK). The CR abstraction level placement is sufficiently motivated but the include decision lacks an acceptable motivation (as above, the actual abstraction level specified may be according to the study design, but not properly motivated).

Fail(Not-OK)
Fail(Not-OK) includes all answers without any acceptable motivation for neither the abstraction level placement nor the include decision. Numbers within parentheses in this case indicate missing information regarding abstraction level placement or include decision. As these answers are considered entirely wrong no further detail is given about answers in the Fail(Not-OK) category.

Summarizing the Fail category, in 333 out of 906 answers in the fail category the subjects managed to make an acceptably motivated include decision, in 338 answers an acceptably motivated abstraction level placement, and in 235 answers both the abstraction level placement and the include decision were missing or not acceptably motivated.

Summary of Table 4
Table 4 shows that the subjects answered correctly regarding both abstraction level placement and include decision in 637 + 247 = 884 cases (49.4%). In 637 + 247 + 333 = 1277 cases (71.3%) the CR was accepted as a part of the system or dismissed as not being part of the system, all with a proper motivation. In 637 + 247 + 338 = 1222 cases (68.3%) the concept of requirements abstraction was correctly used with proper motivations.

Studying Subjects’ Consensus
In this section, we investigate whether or not a general consensus can be seen in the subjects’ answers. In an industrial setting the subjects would have cooperated through, e.g., consensus meetings, and in this section we discuss possible outcomes of such a work practice. In addition some answers from Part II (CRs) are analyzed further.

For the sake of the discussion in this section, we consider the study design to be produced by domain experts with considerable training in RAM, as well as the particular requirements specification, and can thus be considered as being “correct”. The reason for this is to have a benchmark to compare the subjects’ consensus against.

Table 5 shows the average results of the subjects’ answers with respect to include decision and abstraction level placement. The first column indicates the answer intended in the study design for every CR, “1” indicating that the CR should be included in the product, and “0” indicating that it should not. Coding the subjects’ answers to “1” or “0” in the same way enables us to cal-
culation an average for each CR. For six of the CRs the subjects’ consensus is fairly close to the answer intended in the study design. For example in case of CR1 “1” is to be compared with “0.93”. This means two things. First, it means that the subjects’ answers are in line with the intentions of the study design (i.e. expert product managers’ opinions). Second, the relatively high number means that there is a large consensus among the students that this CR should be included. If this had been a requirements discussion meeting among managers there is a good chance that the consensus would be to include the requirement in the product.

In four cases such a consensus meeting could render the wrong decision (i.e., for CR2, CR3, CR4, and CR6), since there is less than 2/3 majority for the decision. There is no case where a clear majority of the subjects have an opposite opinion to the study design. Rather, the include decisions could go either way as the subjects’ opinions were divided equally on the issues. Below, these four CRs are discussed further.

**CR2**

In the case of CR2 the subjects that want to include the CR motivate their decision through linking to already present requirements in the specification. CR2 is (unintentionally) formulated such that it can be interpreted to fit with already present requirements. The same is true for the opposite, i.e., a subject average of 0.47 could go either way although there is a tendency to dismiss the CR, as originally intended in the study design.

**CR3**

The case of CR3 is similar to the case of CR2. Several subjects link to already existing requirements as motivation for their decision to include CR3. Since the formulation of CR3 is such that this was possible, and the fact that there is no explicit requirement contradicting CR3 (e.g., on Product Level) half of the subjects answered that it should be included. It should be noted that there is no explicit support for CR3 either, which is the motivation behind the decision during study design that CR3 should not be included. In a consensus discussion (e.g., a requirements meeting) for CR2 and CR3 the issue of uncertainty would be discussed and should optimally yield a decision to either add a requirement on the Product Level explicitly supporting the inclusion of the CRs, or a slight reformulation of existing requirements to explicitly exclude them. The Product Level requirements are of course subject to change in a real product management/requirements engineering situation.

**CR4**

In the case of CR4 the subjects were more inclined to dismiss requirements than was anticipated during the study design. Although the study design provides opportunities for including a requirement like CR4, the subjects did not agree with this since explicit support for CR4 was missing in the Product Level requirements (according to the subjects).

**CR6**

In the case of CR6 the divergent view of the subjects can be explained to some extent with that several of the subjects misunderstood or misinterpreted CR6. The requirement is a Function Level requirement and hence rather technically specific. A lack of knowledge regarding web technology led many subjects to believe that the CR contradicted other requirements already present in the requirements specification, in particular that the use of a web interface to the system precluded the use of IP-address locking, which is not the case.

In the two rightmost columns of Table 5 the abstraction level intended by the study design and the average of the levels specified by the subjects are presented. Overall, the subjects’ consensus and the study design intentions are comparable, with the exception of CR2, where the subjects’ consensus places the CR on level 3 (Function Level) while the intended level was level 2 (Feature Level). Because the requirements model is example-driven, there is often not a definitive answer whether a requirement should be placed on a specific level or on one of the neighboring levels. In this case, there are examples on both the feature and the function level of requirements that can be considered similar to CR2.

In summary, the consensus whether or not to include a candidate requirement is most of the time comparable to

<table>
<thead>
<tr>
<th>Study design include decision</th>
<th>Subject average include decision (Consensus)</th>
<th>Study design abstraction level placement</th>
<th>Subject average abstraction level placement (Consensus)</th>
</tr>
</thead>
<tbody>
<tr>
<td>CR1 1</td>
<td>0.93</td>
<td>3</td>
<td>2.75</td>
</tr>
<tr>
<td>CR2 0</td>
<td>0.47</td>
<td>2</td>
<td>2.75</td>
</tr>
<tr>
<td>CR3 0</td>
<td>0.50</td>
<td>3</td>
<td>2.60</td>
</tr>
<tr>
<td>CR4 1</td>
<td>0.44</td>
<td>2</td>
<td>2.16</td>
</tr>
<tr>
<td>CR5 0</td>
<td>0.35</td>
<td>3</td>
<td>2.77</td>
</tr>
<tr>
<td>CR6 1</td>
<td>0.43</td>
<td>3</td>
<td>2.99</td>
</tr>
<tr>
<td>CR7 1</td>
<td>0.84</td>
<td>3</td>
<td>2.71</td>
</tr>
<tr>
<td>CR8 0</td>
<td>0.17</td>
<td>3</td>
<td>2.80</td>
</tr>
<tr>
<td>CR9 1</td>
<td>0.80</td>
<td>3</td>
<td>3.07</td>
</tr>
<tr>
<td>CR10 0</td>
<td>0.10</td>
<td>3</td>
<td>2.66</td>
</tr>
</tbody>
</table>

Table 5

Average (consensus) answers in comparison to study design regarding include decision and abstraction level placement (significant deviations marked bold italics)
what was intended in the study design. The exceptions to this can be traced to lack of domain knowledge among the subjects, alternatively some insufficiencies in the study design (i.e., the requirements themselves could be misinterpreted). In these cases the subjects are divided fairly equally between accepting and dismissing a CR, as could be expected.

The consensus regarding abstraction level placement is close to the intention of the study design in all cases but one (CR2).

**Reasons for Dismissing CRs**

Fig. 4, finally, gives an overview of the reasons given by the subjects for dismissing a CR rather than including it in the product. Three motivations are in clear majority, i.e., that the CR is not supported by any requirements on the product level, the CR cannot be linked to any requirements on the abstraction level above, and that the CR contradicts another requirement already present in the requirements specification. These three reasons were also the ones used in the study design.

We also see that the remaining three categories (i.e., undeterminable level, unclear requirement, and other comments (free text comments)), that represent perceived problems in the study design, were rarely used and constitute a total of 16%. It should be noted that the subjects were able to mark more than one reason for excluding a candidate requirement.

In summary, the subjects are able to clearly and in accordance with the opinions of experienced product managers discern the reasons for dismissing a CR.

**7. Research questions revisited**

**7.1. Part I**

(Research Question 1)

Given a requirements specification ordered hierarchically according to the level of abstraction of the requirements, *to what extent do the top-level (most abstract requirements) connect to the rest of the requirements?*

In the evaluation 93.5% of the answers are correct. The subjects giving correct answers used requirements at level 2 (Feature Level) to render decisions, while the subjects that answered incorrectly had a depth of between 2 and 3. This indicates that in order to get a correct answer it is in general only necessary to go as deep as Feature Level. This, in turn, indicates that Product and Feature Level are tightly coupled, which is a prerequisite for RAM and the idea behind abstraction levels.

The large amount of correct answers indicates that Product Level requirements are indeed general enough to summarize several requirements on lower levels. However, they are still concrete enough to determine whether they represent the product or not, and can thus be used to get a system overview.

**7.2. Part II**

(Research Question 2)

Given a requirements specification ordered hierarchically according to the level of abstraction of the requirements, *to what extent is it possible to determine if new requirements should be included in the requirements specification based on the limits set by Product Level requirements?*

A total of 71.3% of the answers include or exclude the candidate requirements using acceptable motivations. In other words, more than 2/3 of the answers are correct in terms of a well motivated include decision. This indicates that the ability to compare requirements with similar requirements on the same abstraction level and the necessity to be able to link a new requirement to the existing
hierarchy indeed supports the decision process. Time constraints prevented us from producing a non-hierarchically structured requirements specification to run a control group. However, offering all of the requirements structured according to for example functionality would have forced the subjects to read through much more information (requirements) before being able to render an include decision. Looking at the results regarding the relation between depth of study and answering correctly in Part I, there is indication that more information (larger amount of requirements) as a basis for a decision does not render a better decision, rather the opposite. In addition, there exists a multitude of ways to structure requirements, thus it is not possible to compare RAM structured requirements to a specific “normal” or “default” structured set of requirements.

Strictly speaking we cannot say that RAM structured requirements are better or worse than the current situation, since it depends on what the “current” situation is. However, the results indicate that it is much better than answering at random, and in conjunction with the answer to research question 3 we are convinced that it is a real help for product managers.

(Research Question 3)
Given a requirements specification ordered hierarchically according to the level of abstraction of the requirements, to what extent is it possible to determine at what level of abstraction a new requirement shall be inserted?
A total of 68.3% of the answers place the candidate requirements on their intended abstraction level using acceptable links to other requirements. It thus seems to be relatively easy to determine the abstraction level of a requirement by studying the “good examples” that the existing requirements specification provides.

7.3. Part III

(Research Question 4)
What is the background of the participants in the study?
(Research Question 5)
Does the participants’ background substantially influence the results of Part I and II?
These questions were mostly used in the analysis of the results. The information gained regarding research question 4 is found in Section 3.2. For research question 5, we were unable to find any difference between the performance of participants with more experience and those with less experience (industry experience or experience with requirements engineering). It should be noted, however, that the differences in terms of experience between the participants were not very large (a standard deviation of one year for the industry experience). The homogeneity of the group may be the reason why no difference was found.

8. Summary and conclusions
In this study we evaluate aspects of a hierarchical requirements abstraction model – RAM – as a preliminary step before conducting full scale industry piloting. Using industry as a laboratory through pilots is a powerful tool and a part of building trust and commitment prior to technology transfer in the form of process improvement activities. However, prior to using valuable and hard to obtain industry resources we consider it prudent to evaluate the ideas in an academic laboratory setting. Initial evaluation of the model in academia intends to investigate whether or not industry piloting is mandated, or whether RAM needed further refinement or even redesign before directly involving industry in validation activities. It is thus important to get early indications whether or not the fundamental features inherent in the current model are useful and usable, and if the assumptions implied by the model hold.

RAM is intended to aid product managers and others involved in requirements engineering in getting an overview of a product using relatively few abstract Product level requirements. Using the same Product level requirements as a basis (and the requirements linked to them), managers should be able to include or dismiss new incoming requirements in a repeatable way. That is, the include decision should not be dependent solely on the person performing the work. Moreover, managers should be able to place new requirements on appropriate abstraction levels in the model.

The participants in this evaluation were given a relatively large amount of requirements (120 in total) and were asked to accomplish a considerable amount of work in a short period of time. The participants were expected to form an understanding of the concept of requirements abstraction and hierarchically structured requirements specifications, understand the domain (read and understand the requirements), and then solve the tasks in Part I and II. Very little training of the model was given to the participants, and they also possessed little prior knowledge regarding the domain when compared to a product manager. Considering these aspects and the time spent the results produced are encouraging and point towards both high usability and usefulness of RAM.

The characteristics of industry are also relevant as real-life usage of RAM should be easier than during the evaluation. In industry, requirements engineering is not performed in isolation (as was the case in the evaluation); regular meetings as well as official and unofficial conversations and discussions help in sharing views and forming consensus as well as a shared understanding. From this perspective the results obtained in the evaluation are even more promising. The consensus results presented in Table 5 indicate that had there been cooperation and exchange between the participants even better results may have been achieved, since cooperation often yields better results than
working individually. In addition, industry product managers are often senior practitioners well versed in both their specific domain and in the field of requirements engineering. Given this some of the mistakes made by the subjects participating in the controlled evaluation, where lack of domain knowledge was evident, could probably have been avoided in an industry setting.

As indicated by the results of the controlled evaluation in this article, the concept of abstraction and the usage of abstraction levels seems to be fairly intuitive. This is also useful in a scope outside of RAM. For example, the possibility to obtain homogenous requirement abstraction levels using RAM may facilitate requirements prioritization, as requirements on the same level of abstraction are easily compared in contrast to comparing requirements on different levels of abstraction.

A potential issue with the model is that since the abstract requirements on the upper levels (especially Product Level) are few, their individual impact on the product is considerable when they are used as the principal decision support (getting a quick overview of the product). This implies that the demands on these requirements are high in terms of being well-formed and unambiguous. In addition they need to be explicit. In this study, lack of explicit support among the product level requirements was a motivation often used by the participants to dismiss a candidate requirement.

In industry, we may assume that the users of RAM possess domain knowledge as well as at least minimal training in using RAM together with some tool support. These factors should help ensure even greater usability and usefulness of the model than was observed during the controlled evaluation in this article.

8.1. Future work

As a future study we intend to run control group evaluations performing the same tasks but on requirements specifications structured in several “traditional” ways (e.g., structured according to functionality, stakeholders, or use cases). The comparisons of the results could give further information regarding the usefulness and usability of RAM, after which the model may be considered mature enough for industry piloting. Several of these evaluations are planned for the near future and preparations for some of them are already underway.

References